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BIG DATA DESERVES IT’S ATTENTION
By John Webster

Perhaps you’ve heard that the next
new thing in IT is ‘big data’ and concluded
that the hype-cycle machine is turning out
another attention-getter. I’m not big on
predicting paradigm shifts, so I won’t in
this case. But I will say that if you’re an IT
professional, you ignore big data at your
peril. I believe this one is all it’s cracked
up to be and more.
First, a word of caution. As with the
cloud (the last new thing), we are now
in the definition stage. New and often
conflicting definitions abound as vendors
attach their own meanings to the term
big data.
The most common source of confusion
results from the conflation of big data
storage with big data analytics. Big data
analytics is the big deal. Big data storage
is really nothing more than storage that
handles a lot of data for applications like
high-definition video-streaming.
One large storage vendor that has
yet to make a big-data statement told
me that his company was considering
‘huge data’ as a moniker for its big data
storage entry. Seriously. Someday soon,
big data storage will begin to support big
data analytics. Right now, though, I think
it’s key to first figure out if the vendor is
pitching storage or analytics.
The definition of big data analytics
is also getting pulled in somewhat

conflicting directions. One can start with
an understanding of data warehousing
and add capabilities that the classic data
warehouse doesn’t offer.
For starters, big data analytics
encompasses unstructured and
structured data. It’s widely believed that
80 per cent of all data is unstructured. Big
data analytics means that unstructured
data — the bulk of what’s out there —
can now be mined.
The classic data warehouse user sets
up queries and gets results anywhere
from a day to a week later, whereas
the goal for many big data analytics
processes is to deliver results to users in
real time.
Finally, data warehousing works with
a limited number of data sources. Big
data analytics has the power to combine
disparate sources — like a supply
chain tracking system that commingles
RFID, GPS and product shipment data
— to deliver information previously
unattainable.
I could say that any definition of big
data analytics must combine all three
of these attributes, but that would be
misleading. What isn’t helpful is relabeling
something as ‘big data’, like saying a
traditional data warehousing product is
now big data simply because it handles
bigger data volumes.

BIG DATA
Rather than quibbling over definitions
at this stage, what we really should be
after as IT professionals is understanding
and hopefully leveraging what is new. The
ability to encompass unstructured data
into the business analytics process is
new. The ability to converge multiple data
sources — structured and unstructured
— is new. And the ability to produce
new types of information in real time is
decidedly new and powerful.
Here’s why I think that big data is worth

the attention. Yes, it has the potential
to deliver new types of information to
both business users and consumers
in real time. Beyond that, however, lies
the promise of a style of computing that
more closely mimics the functioning of
the human mind as it takes in data from
many different sources, forming thoughts
and making decisions in real time. For IT,
that means moving from the provisioning
of services to making a big impact on
business results.
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THE BIG PROMISE OF BIG DATA
By Joab Jackson

For Twitter, making sense of its
mountains of user data was big enough
of a problem that it purchased another
company just to help get the job done.
Twitter’s success is dependent entirely
on how well it exploits the data its users
generate. And it has a lot of data to work
with: It hosts over 200 million accounts,
which generate 230 million Twitter
messages a day.
Last July, the social networking giant
purchased BackType, a company with
software, called Storm that could parse
live data streams such as millions of
Twitter feeds. After the acquisition, Twitter
released the source code of Storm,
having no interest in commercialising the
product itself.
Storm is valuable for Twitter for its own
operations specifically because it can
be useful in identifying emerging topics
as they are unfolding, in real time, on
the company’s service. For instance,
Twitter uses the software to calculate how
widely Web addresses are shared across
multiple Twitter users in real time.
Such a job “is a really intense
computation, which could involve
thousands of database calls and millions
of follower records,” said Nathan Marz,
Twitter lead engineer for Storm, who
explained the technology at a New York
conference held by big data software
vendor DataStax.

Using a single machine, computing
the reach of a Web address could take
up to 10 minutes. But spread across
10 machines, Marz explained, it could
execute in as little as a few seconds. For
a company that makes money selling
ads against emerging trends, the faster
operation can be crucial.
Like Twitter, organisations are finding
that they have a great deal of data on
hand, and that the data could potentially
be used to maximise profits and improve
efficiencies — if they can organise and
analyse it quickly enough. This pursuit,
made possible by a number of new
technologies that are mostly open source
is often referred to as big data.
“It absolutely gives us a competitive
advantage if we can better understand
what people care about and better use
the data we have to create more relevant
experiences,” said Aaron Batalion, chief
technology officer for online shopping
service LivingSocial, which uses
technologies such as the Apache Hadoop
data processing platform to glean more
information about what their users want.
“The days are over when you build a
product once and it just works,” Batalion
said. “You have to take ideas, test them,
iterate them, use data and analytics to
understand what works and what doesn’t
in order to be successful. And that’s how
we use our big data infrastructure.”
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Big data getting bigger
Consulting firm McKinsey and
Company issued a report that anticipated
how organisations would be deluged
with data in the years to come. They also
predicted that a number of industries —
including health care, public sector, retail,
and manufacturing — would benefit by
analysing their rapidly growing mounds
of data.
Collecting and analysing transactional
data will give organisations more insight
into their customers’ preferences. It can
be used to better inform the creation
of products and services, and allow
organisations to remedy emerging
problems more quickly.
“The use of big data will become a
key basis of competition and growth for
individual firms,” the report concluded.
“The use of big data will underpin
new waves of productivity growth and
consumer surplus.”
Of course, Teradata, IBM and Oracle,
among many others, have been offering
terabyte scale data warehouses for
more than a decade. These days,
however, data tends to be collected
and stored in a wider variety of formats
and can be processed in parallel
across multiple servers, which would
be a necessity given the amounts of
information being analysed. In addition
to exhaustively maintained transactional
data from databases and carefully
culled data residing in data warehouses,
organisations also are reaping untold
amounts of log data from servers and
forms of machine generated data,
customer comments from internal and
external social networks and other
sources of loose, unstructured data.
“Traditional data systems simply don’t
handle big data very well, either because

they can’t handle the variety of data —
today’s data is much less structured
because it evolves very quickly, and
because [such systems] just cannot
scale at the rate in which they must
ingest data,” said Eric Baldeschwieler,
chief technology officer of Hortonworks,
a Yahoo spinoff company that offers a
Hadoop distribution.
Such data is growing at an exponential
rate, thanks to Moore’s Law, pointed
out Curt Monash, of Monash Research.
Moore’s Law states that the number
of transistors that can be placed on a
processor wafer doubles approximately
every 18 months. Each new generation
of processors is twice as powerful as
its most recent predecessor. And, not
surprisingly, the power of new servers
also doubles every 18 months, which
means their activities will generate
correspondingly larger datasets as well.
The big data approach represents a
major shift in how data is handled, said
Jack Norris, vice president of marketing
for MapR. Before, carefully culled data
was piped through the network to a data
warehouse, where it could be further
examined. With increasing amounts of
data, however, “the network becomes the
bottleneck,” he said. Distributed systems
such as Hadoop allow the analysis to
occur where the data resides.
Instead of creating a clean subset of
user data to place in a data warehouse
to be queried against a limited number of
predetermined ways, big data software
just collects all the data an organisation
generates, and allows administrators and
analysts to worry about how to use the
data later. In this sense, they are more
scalable than traditional databases and
data warehouses.
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How the Internet spurred big data
In many ways, the giant online service
providers such as Google, Amazon,
Yahoo, Facebook and Twitter have been
on the cutting edge of learning how to
make the most of such large data sets.
Google and Yahoo, among others, had
a hand in developing Hadoop. Facebook
engineers first developed the Apache
Cassandra distributed database, also
open source.
Hadoop got its start from a 2004
Google white paper, one that described
the infrastructure Google built to analyse
data across many different servers,
using an indexing system called Bigtable.
Google kept Bigtable for internal use,
but Doug Cutting, a developer who had
already created the Lucene/Solr open
source search engine, created an open
source version, naming the technology
after his son’s stuffed elephant.
One early adopter of Hadoop was
Yahoo. The company hired Cutting
and started dedicating large amounts
of engineering work to refining the
technology around 2006. “Yahoo had lots
of interesting data across the company
that could be correlated in various ways,
but it existed in separated systems,” said
Cutting, who now works for Hadoop
distribution provider Cloudera.
Yahoo is now one of Hadoop’s
biggest users, deploying it on more than
40,000 servers. The company uses the
technology in a variety of ways. Hadoop
clusters hold massive log files of what
stories and sections users click on.
Advertisement activity is also stored on
Hadoop clusters, as are listings of all the
content and articles Yahoo publishes.
“Hadoop is a great tool for organising

and condensing large amounts of
data before it is put into a relational
database,” Monash said. The technology
is particularly well suited for searching for
patterns across large sets of text.
Another big data technology that got
its start at an online service provider was
the Cassandra database. Cassandra is
able to store two million columns in a
single row, making it handy for appending
more data onto existing user accounts,
without knowing ahead of time how the
data should be formatted.
Using a Cassandra database can also
be advantageous in that it can spread
across multiple servers, which helps
organisations scale their databases
easily beyond a single server, or even a
small cluster of servers.
Cassandra was developed by socialnetworking giant Facebook, which
needed a massive distributed database
to power the service’s inbox search, said
Jonathan Ellis, the Apache Cassandra
project chairman and cofounder of
DataStax, a company that now offers
professional support for Cassandra.
Like Yahoo, Facebook wanted to
use the Google Bigtable architecture,
which could provide a column-and-roworiented database structure that could be
spread across a large number of nodes.
The limit of Bigtable was that it was a
master-node-oriented design. The whole
operation depended on a single node
to coordinate read and write activities
across all the other nodes. In other
words, if the head node went down, the
whole system would be useless.
“That’s not the best design. You want
one where if one machine goes down,
the others keep going,” Ellis said.
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So Ellis and his peers built Cassandra
using a distributed architecture developed
by Amazon, called Dynamo, which
Amazon engineers described in a 2007
paper. Amazon first developed Dynamo
to keep track of what its millions of
online customers were putting in their
shopping carts.
The Dynamo design is not dependent
on any one master node. Any node can
accept data for the whole system, as well
as answer queries. Data is replicated
across multiple hosts.

To the enterprise
The good news is that many of the
tools first developed by these online
service providers are becoming more
available for enterprises as open source
software. These days, big data tools
are being tested by a wider range of
organisations, outside the large online
service providers. Financial institutions,
telecommunications, government
agencies, utility companies, retail, and
energy companies all are testing big data
systems, Baldeschwieler noted.
“There is an air of inevitability” with
Hadoop and big data implementations,
he said. “It’s applicable to a huge variety
of customers.”
So how does an organisation start to
use its heaps of machine generated and
social networking data?
Perhaps surprisingly, setting up the
infrastructure will not be the biggest
challenge for the CIO. Vendors such
as Cloudera, Hortonworks, MapR and
others are commercialising big data
technologies, in effect, making them
easier to deploy and manage.
Rather, finding the right talent to

analyse the data will be the biggest
hurdle, according to Forrester Research
analyst James Kobielus.
Organisations will “have to focus on
data science,” Kobielus said. “They have
to hire statistical modellers, text mining
professionals, people who specialise in
sentiment analysis.”
Big data relies on solid data modelling,
Kobielus said. “Statistical predictive
models and test analytic models will be
the core applications you will need to do
big data,” he said.
Many are predicting that big data
will bring about an entirely new sort
of professional, the data scientist.
This would be someone with a deep
understanding of mathematics and
statistics who also knows how to work
with big data technologies.
These people may be in short supply.
By 2018, the United States alone could
face a shortage of 140,000 to 190,000
people with deep analytical skills as well
as 1.5 million managers and analysts
with the know-how to use the analysis
of big data to make effective decisions,
McKinsey and Company estimated.
Despite these limitations, organisations
need to forge ahead just to stay
competitive and efficient, said MapR’s
Norris. As an example, he pointed
to Google, which entered the field
of Internet search years after the
competition did, only to have dominate
the market within two years.
“A lot of that was due to the
advantages of Google’s back-end
architecture,” Norris said. Big data “is a
big paradigm shift that has the potential
to change industries.”
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THE MANY FACES, CHALLENGES OF BIG DATA
By Chris Kanaracus

The burgeoning tech industry
movement around big data is churning
up a variety of new applications, but
remains an evolving field that faces
lingering challenges, judging from an
event held at a Microsoft research facility
in Cambridge, Massachusetts.
Big data refers to the ever-growing
quantity and variety of data, particularly
in unstructured form, being generated
by websites, sensors, social media and
other sources, as well as a growing array
of technologies aimed at deriving insights
from it.
Startup Recorded Future seeks to
perform “temporal analysis” of information
found in the public Web, said Christopher
Ahlberg, CEO and co-founder, during a
panel discussion at the Massachusetts
Technology Leadership Council’s Big
Data Disruption event.
Recorded Future’s system taps into
some 70,000 sources, including news
sites, trade publications, blogs and
financial databases, sifting through the
information and identifying references to
individual entities and events, Ahlberg
said. “We’re ingesting 100,000 to 300,000
documents every hour.”
Publication dates and other timerelated bits of information are associated
with the references, allowing them to be
organised in a historical manner. Then
they are analysed for sentiment and tone.

Recorded Future’s capabilities are
used by defence agencies, financial
services firms and competitive
intelligence experts. The system can be
used to pinpoint “broad signals,” such
as regarding the potential rise or fall of
a stock, or “fine-grained alerting” of a
specific type of news event, Ahlberg said.
Startup DataXu, which was also
featured at the event, offers analytics
meant to help digital marketing
executives. Its software analyses data
derived from tracking pixels embedded in
online ads and builds predictive models
showing which types of ad impressions
are most like to lead to sales, said CTO
Bill Simmons during another panel talk.
DataXu’s customers “want to change the
minds of consumers and build a brand,”
he said. To do so, they may need to show
an advertising message 100 times, but
“where do you show it,” he added.
DataXu is applying machine learning
“to a very imbalanced problem,” given
that today, thousands of ad impressions
may lead to only one person buying
anything, Simmons added. His company
also has to make its service more costeffective than simply buying and running
ads at saturation levels, he said.
Many speakers at the event referred
to their companies’ use of one the most
closely associated technologies with
big data, Hadoop, an open-source
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programming framework that allows
users to split up large processing jobs
and run them in parallel across clusters
of servers.
But Hadoop in its current form
has serious limitations, said Michael
Stonebraker, a Massachusetts Institute
of Technology professor and founder of
a number of database vendors. He was
also the primary architect for the Ingres
and Postgres database systems and is
currently CTO of VoltDB.
For one, it “has terrible performance
on data management,” he said. In
addition, Hadoop is a low-level interface
that requires people to program in
Java, Stonebraker said. “Forty years
of research says high-level languages
are good.”
The problems Stonebraker cited could
be mitigated over time, however, given
that an array of vendors have been rolling
out various tools meant to make Hadoop
easier to use.
Meanwhile, EMC’s Greenplum division
is “building a platform for the future of
big data,” said George Radford, field
CTO, during a panel discussion. That
includes both row-based and columnar
stores, integrated Hadoop storage, and
integration with the Gemfire in-memory
data grid for in-memory analytics, he
said. This integration is crucial, according

to Radford. “One of the problems with
point solutions is with big data, the last
thing you want to do it move it. You want
to ingest it and analyse it in place.”
But a new problem for big data
is emerging even as companies
like EMC Greenplum make these
technological strides, Radford added.
“Like everyone else here, we’re looking
for data scientists. As we solve the
platform issues, people are going to be
transformed from bit-tweakers and tuners
to active partners with the business.”
At another point, talk turned to big
data’s relationship with cloud computing,
particularly public infrastructure offerings
like Amazon Web Services, which offer
raw compute power for developers.
Such systems present “an extremely
challenging environment” for big data
processing given the limited control
users ultimately have over factors like
the underlying network and storage, said
Fritz Knabe, distinguished engineer at
IBM’s Netezza division.
But the public cloud does make sense
for large processing jobs in some cases,
Stonebraker said. “If you are doing
month-end reporting and you need 1000
processors for three hours, go ahead
and do that on the [public] cloud. There’s
some low-hanging fruit.”
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HOW TO BE READY FOR BIG DATA
By Thor Olavsrud

Big data is all the rage these days,
and more than a few organisations are
at least wondering what sort of business
intelligence they could derive from all
the information at their disposal. But
while awareness of big data is growing,
only a few organisations — like Google
or Facebook-are really in position to
capitalise on it now. However, the time
is coming and organisations that expect
to leverage big data will not only have to
understand the intricacies of foundational
technologies like Apache Hadoop, they’ll
need the infrastructure to help them
make sense of the data and secure it.
In the next three to five years, we will
see a widening gap between companies
that understand and exploit big data and
companies that are aware of it but don’t
know what to do about it, said Kalyan
Viswanathan, global head of information
management with Tata Consultancy
Services’ (TCS) global consulting group.
The companies that succeed in turning
big data into actionable information with
have a clear competitive advantage,
Viswanathan said.
“Today, most companies are aware of
big data,” he said. “There’s a lot written
about it. There are conferences about it.
Awareness has become quite pervasive.
But if you look at actually exploiting
big data, I would say we’re at the very
beginning stages of it.”

Viswanathan said he believes that
Silicon Valley Internet-based businesses
like Facebook and Google — where
the entire business is based upon the
management and exploitation of data —
are leading the charge when it comes
to big data. Industries like financial
services won’t be far behind, he said,
and neither will the intelligence or military
communities. Other verticals like retail,
telecom, healthcare and manufacturing
will follow.
“In terms of readiness to exploit big
data relatively soon, I would say the
companies have to be market leaders in
their industry segments,” he said. “They
will be the ones that tend not to wait until
others have exploited new technology.
They would rather forge ahead and set
the standard for their industry vertical.”

The role of big data
What role would big data play? Well,
for instance, a pharmaceutical company
might want to identify the top 100
opinion-makers in the pharmaceutical
world. To do so, it could crawl the Web
and go to millions of pages related to the
industry, ingesting the data while weeding
out anything that’s not related to the
objective. Or an automobile manufacturer
could collect instrumentation data live
from its cars in real-time as they’re driven
on the road.
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In many cases, said Larry Warnock,
CEO of big data encryption and key
management specialist Gazzang, we
have not yet imagined the ways in which
we will leverage big data.
“It’s like a giant fishing net dragging
the bottom,” Warnock said. “There’s
big fat tuna and swordfish in there, but
also mussels and lobsters and flounder.
They’re just scraping data and they don’t
know yet what they’re going to do with it.
The correlations that could be drawn
from that data haven’t even been
determined yet.”

The semantic data model in
big data
One of the keys to taking unstructured
data — audio, video, images,
unstructured text, events, tweets, wikis,
forums and blogs — and extracting useful
data from it is to create a semantic data
model as a layer that sits on top of your
data stores and helps you make sense
of everything.
“We have to put data together from
disparate sources and make sense
of it,” said David Saul, chief scientist
at State Street, a financial services
provider that serves global institutional
investors. “Traditionally, the way in which
we’ve done that and the way in which
the industry has done that is we’ll take
extractions of that data from however
many different places and build a
repository and produce reports off that
repository. That’s a time-consuming
process and not an extremely flexible
one. Every time you make a change,
you have to go back and change the
data repository.”

To make that process more efficient,
State Street set out to establish a
semantic layer that allows data to stay
where it is, but provides additional
descriptive information about it.
“We have to deal with a lot of reference
information,” Saul said. “Reference
information can come from different
sources. Our customers may call the
same thing by two different names.
Semantic technology has the ability to
indicate those things are in fact the same
thing. For instance, someone might call
IBM ‘IBM’ or ‘International Business
Machines’ or ‘IBM Corporation’ or some
other variation. They really are the same
thing. By showing that equivalence within
the semantic layer, you can indicate
they’re the same thing.”
Another example involves State
Street’s risk management business.
“If we’re trying to pull together a risk
profile for all of the exposures we have
to a particular entity or geography or
whatever, that information is kept in lots
of different places. Numerical information
in databases, unstructured information
in documents or spreadsheets. We see
that providing a semantic description for
these various sources of risk information
means we can quickly pull together a
consolidated risk profile or an ad hoc
request. One of the other benefits that we
see is that semantic technology, unlike a
lot of other things, doesn’t mean we have
to go back and redo all of our legacy
systems and database definitions. It lays
on top of that, so it’s much less disruptive
than another type of technology that
would require us to go to a clean slate.
We can do it incrementally. Once we’ve
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provided a semantic definition for one
of these sources, we can add on other
definitions from other sources without
having to go back and redo the first one.”
State Street has approached the
semantic data model by building a
set of tools to help end users —
generally a business person rather
than a programmer or DBA — do
the description.
“The tools are much more designed for
the actual owner of the data,” Saul said.
“In most cases that’s not a programmer
or DBA, that’s a business person. The
business person, in describing the data,
knows what that data is. They know what
this reference information is supposed
to connote. Using the tool, they can
translate that into a semantic definition
and in turn use that and combine it with
some other definitions to produce, say,
a risk report or the on-boarding of a
new customer. For years we’ve talked
about being able to blur the line that
exists between IT and the business and
having business be able to have tools
where they can more clearly express
requirements. This is a step in that
direction. It’s not full business process
management, but it’s certainly a step in
getting there.”

Securing big data
But collecting all this data and
making it more accessible also means
organisations need to be serious about
securing it. And that requires thinking
about security architecture from the
beginning, Saul said.
“I believe the biggest mistake that
most people make with security is they

leave thinking about it until the very
end, until they’ve done everything else:
architecture, design and, in some cases,
development,” Saul said. “That is always
a mistake.”
Saul said that State Street has
implemented an enterprise security
framework in which every piece of data
in its stores includes with it the kind of
credentials required to access that data.
“By doing that, we get better security,”
he said. “We get much finer control. We
have the ability to do reporting to satisfy
audit requirements. Every piece of data is
considered an asset. Part of that asset is
who’s entitled to look at it, who’s entitled
to change it, who’s entitled to delete it,
etc. Combine that with encryption, and
if someone does break in and has free
reign throughout the organisation, once
they get to the data, there’s still another
protection that keeps them from getting
access to the data and the context.”
Gazzang’s Warnock agreed, noting
that companies that collect and leverage
big data very quickly find that they have
what Forrester calls ‘toxic data’ on their
hands. For instance, imagine a wireless
company that is collecting machine
data — who’s logged onto which towers,
how long they’re online, how much data
they’re using, whether they’re moving
or staying still — that can be used to
provide insight to user behaviour. That
same wireless company may have lots
of user-generated data as well — credit
card numbers, social security numbers,
data on buying habits and patterns of
usage -any information that a human has
volunteered about their experience.
The capability to correlate that data
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and draw inferences from it could be
valuable, but it is also toxic because if
that correlated data were to go outside
the organisation and wind up in someone
else’s hands, it could be devastating both
to the individual and the organisation.
Warnock said the risk is often worth it.
“Downstream analytics is the reason you
gather all this data in the first place,” he
said. But organisations should then follow
best practices by encrypting it.
“Over time, just as it’s best practice to
protect the perimeter with firewalls, it will
be best practice to encrypt data at rest,”
he said.
When it comes to big data, Warnock
says the key to encryption is transparent
data encryption: essentially encrypting

everything on the fly as it is captured
and written to disk. That way, every piece
of data ingested by the organisation is
protected. In the past, companies have
resisted such measures because of the
monetary cost and performance cost.
But Warnock noted that many tools are
now open source, driving down their cost
in dollars, and the performance hit has
dropped substantially to only 3 per cent
to 5 per cent at the application layer.
The other step to really making that
encryption secure is an automated key
management solution. “The secret for big
data security, and quite frankly any kind
of security, is key management,” Warnock
said. “Key management is the weak link
in this whole encryption process.”

